GRAND VALLEY
STATE UNIVERSITY
MTH 380, WAVELETS

RESEARCH PAPER

by

Matthew Nibbelink

And
Bradley Remenak

THE USE OF WAVELETS IN JPEG 2000 COMPRESSION

4 DECEMBER 2001


A picture is worth a thousand words.  That is an old saying that has a lot of meaning to it.  Now in the digital age a good-sized picture can waste a lot of time and storage space.  A picture has a lot of information in it, depending on the resolution, size, and color depth of the picture.  The easiest way to save on time and space is to use compression.  The newest compression technique is JPEG 2000.  This uses some of the old JPEG encoding techniques and adds the mathematics of wavelet transforms.  

JPEG is short for Joint Photographic Expert Group.  This has been the standard for photo compression since 1992, when it was adopted.  JPEG is used to compress color or grey scale images.  It works best with photographs or detailed artwork.  It does not, however, work well on lettering or simple images.  This will be enhanced through JPEG 2000.

JPEG is a form of lossy compression, which means there is a difference in the image from before to after compression.  The loss of data does not have a large effect on the image to humans.  Humans cannot see small differences in color, but can see small differences in brightness.  JPEG uses this to its advantage, and loses some of the color information, but not as much brightness information.  JPEG has been the best still image compression format for a long time.  The reason JPEG is so good is that it can compress 32 bit data (16 million colors) and can give compression ratios of approximately 20:1 without any noticeable image distortion or even 100:1, but with some image distortion.

The first step of compressing an image into JPEG format is quite simple actually.  The information in the image is extracted into individual eight by eight matrix blocks.  These blocks now contain the RGB data of the image.  This data is then converted into the YUV color space.  YUV is a color space scheme that contains the luminance and chrominance information of the image.  This is the brightness and hue respectively.  


The mathematics of the compression process are fairly simple.  JPEG image compression begins with the discrete cosign transform (DCT).  This function is written in Equation 1.  
There is also an inverse discrete cosine transform function, used in decompression, which is also listed below as Equation 2.  
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The next step in creating a JPEG image is called quantization.  Quantization is actually the first step in compressing the data.  No compression actually takes place during the transform.  There are two separate methods that can be used to quantize the data.  You can use either the Huffman or the arithmetic quantization scheme.  Huffman quantization is the preferred method for encoding JPEG images.  This is due to the fact that IBM, AT&T, and Mitsubishi all own patents on this encoding scheme.  The different levels of quantization are actually variable.  This variable is determined by the resolution you want in the JPEG image.  This information is usually stored in the header file of the JPEG data structure file.  All the 64 coefficients are put through this quantization and the smaller numbers according to the quantization level, that has been chosen, are turned into zeros.

Finally, the last step in JPEG compression is encoding.  Encoding begins by sorting the data into a zigzag form.  This puts the lower frequencies in the upper left hand corner and the higher frequencies in the lower right hand corner.  By doing this it allows for higher compression ratios.  

Now may arise as to why the discrete cosine transform is used rather than the fast Fourier transform.  This is mostly due to the fact that the fast Fourier transform has a more difficult time approximating straight lines.  The discrete cosine transform is a lot better at this.  An example of this difference is shown in Figure 1.
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Figure 1: Diagram showing the difference between the FFT and the DCT
As you can see, the discrete cosine transform performs a much better approximation of the straight line.

This gives you a general idea of how the discrete cosine transfrom is used to compress an image into the JPEG format.  A picture that that summarizes the process follows in Figure 2.  
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Figure 2: A summary of the compression process
Now that we understand the processes used in creating a JPEG image, we can begin discovering the differences between the old JPEG fromat and new JPEG 2000 format.  One must remember that the current JPEG format was devised nearly ten years ago.  This is some very long-standing technology given the recent evolution in the digital age.

The current format has the file extensions .JPG.  One format of JPEG 2000, with a .J2K extension, will contain a stream of image of data.  Alternatively, .JP2 extension files will contain both a stream of image data plus extra data about the organization and contents of the file.  The new JPEG 2000 format will use the original JPEG compression techniques; however, it will use the discrete wavelet transform rather than the discrete cosine transform along with quantization, and statistical coding.

Currently, JPEG images are decompressed to their original size, resolution, and bit depth using the inverse discrete cosine transforms.  However, during this process, some of the original data is lost.  This can cause shadows, edges, flat areas, blockiness, or color shifts.  These decompression drawbacks aren’t as apparent when viewing images on a computer screen where they go unseen because of the limitations to color depth and pixel density.  They are, however, much more obvious in high-resolution photographs or print materials.  A good comparison between JPEG and JPEG 2000 is in printed materials.  In figures 3 and 4 below it is evident that the JPEG2000 format has crisper words than the standard JPEG format.
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Figure 3: Print sample using current JPEG compression
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Figure 4: Print sample using wavelet compression (JPEG 2000)
The main difference between JPEG and JPEG 2000 is that the designer can specify the bit depth and resolution of the final decompressed image.  This adds an entire new level of flexibility.  This is done through the use of the wavelet transform, mentioned earlier.  

JPEG 2000 decompresses differently.  It decompresses the image with a series of “passes”.  These passes increase the picture quality each time.  This is what gives the viewer control of the final resolution and/or color depth.  The viewer can also truncate a file at any point and sacrifice only the quality rather than part of the image.

Wavelet transforms have several other advantages over the current discrete cosine transform. Wavelets encode image data in a stream rather than in chunks as does the original JPEG format.  This minimizes the “artifacts” or “spots” that we’ve become accustomed to with the original JPEG.  

Through the years, many improvements have been made to the JPEG compression algorithms and to the speed of data transfer and processing speed, but nothing so drastic has been done to revamp or overhaul the compression techniques.  JPEG 2000 is based on the wavelet transform.
There are also several more advantages to the use of JPEG 2000 rather than the original JPEG format.  JPEG 2000 has a defined color space, which gives designers and viewers a baseline to follow for managing their color.  This color space, sRGB, was introduced by Hewlett-Packard and Microsoft in 1996.  More information on sRGB, can be found at http://www.w3.org/Graphics/Color/sRGB .  Also, JPEG 2000 can support metadata files.  For example, a digital camera could insert the date and time a picture was created or a user could add identification codes or keywords to an image file.

The JPEG 2000 format also incorporates copyright information, watermarks, and built-in error tolerance to prevent image corruption from noisy transmission.  And eventually, JPEG 2000 will spawn into a motion standard with Quick Time. 
The use of wavelets helps the JPEG 2000 format compress images much better than the old JPEG format.  For example, Figures 5 through 8 show 4 images, two using the standard JPEG format and the other two using the wavelet transform format.  This wavelet transform format that will be incorporated into the JPEG 2000 compression techniques.  The latter two images re-emphasize the fact that JPEG 2000 compression format will do a better job of compressing and decompressing images that use solid colors and text.
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Figure 5: Picture of an apple using original JPEG compression
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Figure 6: Picture of an apple using wavelet transforms (JPEG 2000)
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Figure 7: Graphics image using original JPEG compression
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Figure 6: Graphics image using wavelet transforms (JPEG 2000)
Figures 6 and 8 use the wavelet image compression technique with a compression ratio of 100:1 and figures 5 and 7 use the standard JPEG format compression with a compression ratio of 100:1.  As you can see, figures 6 and 8 have a much higher image quality.  


The best way to show how wavelet image compression works is to show techniques that are already in existence.  One of these is called the Adaptive Wavelet Image Compression (AWIC).   This process uses the Daubechies wavelets.  It passes the image through either a high pass filter or a low pass filter.   And it also does this again making a low low pass piece of information and a high high pass piece of information.  There are also a low-high and a high-low section of data.   This allows for more flexibility and image compression.  

The wavelet transform can be better explained by showing the Short Time Fourier Transform (STFT).  This function is basically the same as the Fourier Transform (FT), but uses small windows in the equation.  By getting these windows we can look at portions of the signal at a time.  The reason for only looking at smaller portions is because most functions have a changing frequency that only exists during certain time intervals.  And the FT for a function that has changing frequency and one that has the same frequency present at all times looks the same.  The STFT equation is shown in Equation 3.
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(3)
An example of using this equation is in figures 9 and 10.  As you can see in figure 10 the STFT of the function in figure 9 has 4 different frequencies occurring at four separate time intervals.
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Figure 9: Graph of a function having different frequencies on different time intervals
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Figure 10: The STFT of signal shown in Figure 9.

This solves the problem of having frequencies that only exist at certain times, but now a resolution problem arises.  This is caused by the size of the window that is chosen to be used in the STFT.  If the window is very wide, which makes the STFT approach the FT, we get very bad time resolution and very good frequency resolution.  If the window is very narrow we get very good time resolution and very bad frequency resolution.  Figure 11 uses a very narrow window for the function in Figure 9, and Figure 12 uses a very wide window for the function in Figure 9.
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Figure 11: STFT with a narrow window.

[image: image15.png]



Figure 12: STFT with a wide window.


The wavelet transform will now solve this dilemma of resolution to a point.  A multiresolutional approach will be used.  This will analyze a signal at different frequencies with different resolutions.  The multiresolutional analysis is designed to give good time resolution and poor frequency resolution at high frequencies and good frequency resolution and poor time resolution at low frequencies.  This approach makes sense for use in images where the signal has big differences for small amounts of time (edges), and small differences for long amounts of time (solid areas).

The continuous wavelet transform is an alternative approach to the short time Fourier transform.  The wavelet analysis is similar to the STFT analysis.  The definition of the continuous wavelet transform follows in Equation 4.

[image: image16.wmf]ò

÷

ø

ö

ç

è

æ

-

Y

=

Y

=

Y

Y

dt

s

t

t

x

s

s

s

CWT

x

x

t

t

t

*

)

(

|

|

1

)

,

(

)

,

(




(4)
As you can see, the transform is a function of the translation (tau) and scale (s) parameters.  The signal being analyzed is represented by the function x and the psi function represents the mother wavelet.

The scale parameter in wavelet analysis corresponds to frequency.  Low frequencies (high scales) show global information and less detail while high frequencies (low scales) show detailed information, but in small amounts.


We will now use the example from earlier to perform a continuous wavelet transform.  Figure 13 shows the continuous wavelet transform of the signal shown in Figure 9.
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Figure 13: Continuous wavelet transform of the signal in Figure 9


Notice that the axes of the transform are scale and translation rather than time and frequency like the short time Fourier transform.  But also note that translation is directly related to time and the scale parameter is inversely related to frequency, thus smaller scales relate to higher frequency.


Due to the fact that JPEG 2000 is using wavelet transforms to compress the data in an image, there must be some way to reverse the process or decompress the image back to its original state.  This can be done using the inverse wavelet transform.  The inverse wavelet transform is defined by Equation 5.
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(5)
This inverse transform, however, is only valid if the admissibility condition in Equation 6 holds true.
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(6)
Due to the fact that computers will be doing these computations, we cannot practically use the continuous wavelet transform.  This transform must be discretized.  At higher scales (lower frequencies), the sampling rate can be decreased, this will save considerable computation time.  However, if the signal must be reproduced, as is the case in JPEG 2000, Nyquist’s rule must be satisfied.  Nyquist’s sampling rate is the minimum sampling rate that allows true reversibility.  Nyquist’s criteria is defined as in Equation 7, but can be adapted to apply to the scaling factor.
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(7)
The discrete wavelet transform is much easier to implement than its counterpart, the continuous wavelet transform.  The main idea holds the same.  The continuous transform was computed by changing the scale, shifting the window and integrating over all time.  In the discrete transform, filters are used to analyze the signal at different scales.  The signal is passed through a series of high pass filters to analyze the high frequencies and through a series of low pass filters to analyze low frequencies.  This is quite similar to the discrete cosine transform mentioned earlier in the paper.  Information is stored along the way about the details by using combinations of high- and low-pass filters.  Different amounts of these signals can be removed based on Nyquist’s criteria.
Now, we still need to apply all of this math to an image.  To simplify the JPEG 2000 wavelet transform process, one can compute the discrete wavelet transform of each row and discard all of the values.  Then, only the values above the Nyquist threshold will be kept.  This makes the size of the image considerably smaller just as it does with the discrete cosine transform.  However, the wavelet transforms do a much better job at bringing the data down to a smaller level.  The new JPEG 2000 format also adds several capabilities that just weren’t possible in the original JPEG format.
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